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abstract

Interactions using a standard computer mouse can be particularly difficult for novice and older adult users. Tasks that involve positioning the mouse over a target and double-clicking to initiate some action can be a real challenge for many users. Hence, this paper describes a study that investigates the double-click interactions of older and younger adults and presents data that can help inform the development of methods of assistance. Twelve older adults (mean age = 63.9 years) and 12 younger adults (mean age = 20.8 years) performed click and double-click target selections with a computer mouse. Initial results show that older users make approximately twice as many errors as younger users when attempting double-clicks. For both age groups, the largest proportion of errors was due to difficulties with keeping the cursor steady between button presses. Compared with younger adults, older adults experienced more difficulties with performing two button presses within a required time interval. Understanding these interactions better is a step towards improving accessibility, and may provide some suggestions for future directions of research in this area.

1. INTRODUCTION

It is estimated that by the year 2010, 17.6% of the population in the European Union will be over the age of 65, many of whom will undertake computer-based tasks for social, recreational, continuing employment or for health-related purposes [26]. However, age-related studies have shown that interacting with a computer using a standard computer input device, such as a mouse, and a graphical user interface can cause problems for many older adults. In particular, double-clicking has been reported to be one of the most difficult tasks to perform [6, 17], and can result in users resorting to more cumbersome methods, such as right-clicking and selecting from menus, in order to avoid double-clicking. If double-click interactions could be improved so that they better match the preferences of the user, then perhaps more effective use can be made of the mouse in interacting with the operating environment.
1.1. The effects of ageing on selection tasks
Brownlow et al. [2] suggested almost 18 years ago that selection tasks involving the computer mouse, such as 
clicking, double-clicking (which they refer to as ‘timed selections’) or dragging, could potentially be a problem for people with physical disabilities, since the device must be kept stationary in order to perform the required operation. The difficulties in keeping a mouse stationary whilst clicking (sometimes referred to as ‘slipping’ or ‘slip errors’) have subsequently been found to occur with older adult users too, when attempting to double-click a mouse button to select a target such as a shortcut icon [ 3, 11, 16, 20].
Many studies have looked at the effects of ageing on computer interaction [e.g. 23, 24], but the main focus has been on interactions such as mouse pointer movements towards a target (using Fitts’s Law [8]), and the potential improvement of the subsequent single button click that initiates some action [11, 16, 17, 19, 24]. Only a small number of these studies have considered the effects of ageing on the ability to successfully perform a double-click action or have examined the difficulties that have been encountered with double-clicking (e.g. [7]).
Smith et al. [17] found that when undertaking target acquisition tasks, such as clicking, double-clicking and dragging, there were performance differences amongst participants that were attributable to age, and that the older participants had more difficulty in performing tasks such as single- and double-clicks. Slip errors accounted for many of these performance differences, and it was observed that many participants could not simultaneously double-click on a mouse button whilst holding the mouse still. A similar result was also found by Paradise [16] for older adult users, where slip errors were a major source of the observed differences in movement time and the distance travelled when targeting. Additionally, when comparing the muscle activity for younger and older adults when involved in performing double-click tasks, Laursen [14] hypothesised that it was the ability to keep the hand stationary when attempting to double-click which was a limiting factor.

Keates et al. [12] also note that out of the four groups: young adult, adults, older adults, and adults with Parkinson’s disease, older adults were the most likely to perform button presses in which the intended target was not activated. Contributing factors may include a decline in motor control, coordination [13]  and conditions such as hand tremor [3] and arthritis [17].

The majority of the examples cited above are difficulties experienced due to the mouse slipping whilst clicking, and the authors involved in these studies attributed this to be a major contributor towards the difficulties in double-clicking for older adults. 
1.2. Double-click timing
The unwanted movement of a mouse pointer over a target is not the only difficulty frequently encountered when attempting single- and double-clicks. Studies have shown that older adults have more difficulty in performing double-clicks as a consequence of the speed at which clicks need to be performed in rapid succession - the interval between successive clicks [10, 11, 14, 22]. Walker et al. [22] state that one of the primary explanations for age-related slowing is due to an increase in the noise-to-force ratio, and this may account for the difficulty in performing successive rapid clicks required for a double-click.

The action of double-clicking requires two successive button-down actions within a given fixed time interval, which in Microsoft Windows has a default value of 550ms. If the time interval between the two clicks when performing the double-click action is too long, then they will be registered as two individual button clicks. Conversely, when the click interval is too short, this often causes difficulties for novice users, but particularly so for older adults or those individuals with motor impairments [20].
It is possible that the default double-click interval is slightly too short for most older adults and needs to be adjusted to suit individual requirements, but a suitable interval would need to be determined. Hawthorn [9] suggested that the timing of double-clicks should be revised to aid older users in successfully completing an action. This would be an obvious and straightforward solution if it were known with some relative certainty that the double-click interval of an individual had some consistency across sessions. If not, then some method of dynamically setting the double-click interval for each session may be appropriate.

2. experiment
An experiment was conducted to investigate the double-click performance of older and younger adults, as a step towards developing methods of assistance for double-click interactions. Data was collected for the intervals between successive button presses in a double-click selection, movements between subsequent button presses in a double-click selection, movement between the press and release for a single click and the coordinates of mouse movements throughout the tasks.

The initial hypotheses were based upon previous work in the field, and are as follows: 
H1. Older user will make more errors overall when attempting double-clicks than younger users.
H2. Older users will have a longer double-click interval than younger users.
H3. The double-click interval of older adult users will not be consistent across sessions, whereas the double-click interval of younger users will be.
H4. Older users will have a larger degree of movement between presses in a double-click event than younger users.
3. METHOD
3.1. Participants

Twelve older adult volunteers (8 male and 4 female, mean age = 63.9 years) were recruited from Age concern in Reading and from The Department for Continuing Education in Oxford, and twelve younger adult volunteers (10 male and 2 female, mean age = 20.8 years) were recruited from University of Reading (mainly undergraduates) and also from The Department for Continuing Education in Oxford. 

All volunteers satisfied the following criteria:

· They must have normal or corrected-to normal vision (e.g. with eyeglasses or contact lenses).

· They must have no diagnosed cognitive impairments (e.g. dementia).

· They must have no motor impairments that give rise to severe difficulties with using a computer mouse.

· They must be available for approximately 20 minutes on three different occasions, at least 3 days apart.

3.2. Apparatus

The study was conducted using a Toshiba Satellite Pro A120 laptop computer with 15.4 inch screen set at a resolution of 1280 x 800 pixels and running Windows XP Pro. A Kensington optical mouse was used for input, with the gain and double-click interval (550ms) set to the operating system’s default settings. The mouse was used on a flat surface without a mouse mat.

3.3. Procedure

25 circular targets were displayed on the screen, arranged in a circular configuration (see Figure 1), according to the ISO 9241-9 recommendation [18]. Circular targets were chosen as opposed to rectangular targets, as they have uniform width at every angle of approach. 

Two different types of target icons were displayed: those displaying an MS Word icon required a double-click to select, whilst those displaying a disk icon required a single-click to select. Both icon types had a diameter of 46 pixels, chosen to be comparable to the standard shortcut icon size used in Microsoft Windows. The entire circular area of the target was clickable, and not just the icon itself. We aimed for a balance between the number of single and double-click targets, but as an odd number of targets is necessary to perform a continuous sequence of selections, we opted for 13 double-click targets and 12 single-click targets. The start icon also doubled as the 25th target, which appeared as soon as the start icon was clicked at the beginning of a sequence. Each adjacent target was separated by a distance of 64 pixels between their centres along the circumference of the large circle. The same configuration was used throughout the trials, except that the ordering of targets was randomized for each new sequence presented to the participant.

Between targets, a target distance of 550 pixels was selected to fit comfortably on the laptop screen. For these values, the index of difficulty was calculated to be 3.7 (using Shannon’s formulation). The ID value of 3.7 is well within the range of ID values suggested by Soukoreff and MacKenzie [18] for targeting tasks, and is slightly easier than the middle value.

Participants were asked to select each of the displayed targets in a sequence. The sequence began with a green start icon located at the 12 o’clock position, and each subsequent selection was that of a diametrically opposite target (as illustrated by the arrows in Figure 1), progressing clockwise around the circle. The next target in sequence was highlighted with an orange background only when the current selection was successful, and multiple selection attempts were allowed. At the end of a sequence (one complete circle) a message box was displayed indicating the time taken in seconds to complete the sequence. 

[image: image1.png]



Figure 1: Arrangement of targets with arrows indicating order of selections.  The distance between targets D = 550 pixels and target width W = 46 pixels.
3.4. Design

A 2 x 3 mixed factorial design was used, where the between subjects factor was age group (young and old) and the within subjects factor was the session (S1, S2 and S3 which were the sessions taken on 3 different occasions).

In determining the appropriate number of sequences to use in the experiment, previous work was considered and a pilot study was undertaken. Cockburn and Brock [5] used 20 sequences altogether in the study on target expansion, but this was in comparing static vs. expanding targets. MacKenzie et al. [15] used 40 for accuracy measures in pointing devices across different tasks. 
The pilot study was conducted using 4 volunteers, where each participant had to complete 32 sequences in total. However, the feedback from the pilot suggested that this was too many (many participants complained of fatigue) and that we should reduce the number by 50%. Hence, the number of sequences was reduced to 16 to achieve a balance between sufficient data and also to avoid the possibility of fatigue amongst participants. 

During a session, each participant completed 4 blocks of 4 sequences, plus an initial practice block of a single sequence (not included in the data analysis). The same procedure was carried out on three separate occasions, but with an interval of at least 3 days between each session. Participants were asked to try to achieve a balance between speed and accuracy when undertaking the trials.

Each participant was given a short questionnaire so that  we could assess the participants’ prior experience with a computer for each group and the time spent using a computer on a regular basis. 
4. results

4.1. Successful double-click timing

A repeated measures ANOVA was undertaken for successful double-click selections, where a successful selection occurs when two button presses are within 550ms of each other, and any movement of the mouse cursor does not exceed 5px. There was a significant  main effect (F​​1,19 = 19.28, p < 0.001) of age on the double-click interval for successful selections. The mean double-click interval for the older group was 233.5ms (se = 12.096) and the mean double-click interval for the younger group was 152.4ms (se = 13.967), giving a difference of 81ms between the means of the two groups. The variation in the successful double-click intervals for the two groups is illustrated below in Figure 2, where the dashed lines indicate the mean double-click intervals. There was no main effect of session on the double-click values (F2,38 = 0.047, p = 0.954), nor any interaction between age and session (F2,38 = 0.028, p = 0.972). 
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Figure 2: Double-click intervals for both age groups, split across sessions. Mean double-click intervals are indicated by the horizontal dashed lines.

The table below shows the mean double-click intervals for successful double-click selections, and is included to illustrate the high degree of consistency across sessions for the two age groups.. The mean columns show that the mean double-click interval for the older adult group varies by only 2ms over the three sessions, and the mean double-click intervals for the younger group varies by little over 6ms.

Table 1: Mean successful double-click intervals
	
	Older adult group
	Younger group

	
	mean
	std error
	mean
	std error

	Session 1
	234.41
	13.88
	158.49
	5.79

	Session 2
	232.56
	16.92
	151.97
	4.99

	Session 3
	233.59
	16.21
	152.11
	5.70


4.2. Errors made when double-clicking

Three main types of error were identified when participants attempted double-click interactions: those due to a movement of 5 pixels or more between the two button presses (movement errors), those in which the double-click interval was greater than the 550ms default threshold allowed by the operating system (timing errors), and those errors which were a combination of these two error types (combined errors).

4.2.1. Total number of errors

There was a significant main effect (F1,19 = 5.905, p = 0.025) of age group on the number of errors made by each participant, and also a significant age ( session interaction (F2,38 = 8.361, p = 0.001) on the number of errors made by each participant. The mean number of errors per trial decreased significantly for the older adult group, from 0.22 in session 1 to 0.10 in session 3. However, the mean number of errors per trial increased for the younger group from 0.06 in session 1 to 0.08 in session 3.

Over the three sessions the older group made a total of 1200 errors of which 142 (11.8%) were from timing errors alone, 813 (67.8%) were due to movement errors alone and 245 (20.4%) were from combined errors. The younger group made a total of 471 errors of which only 8 (1.7%) were from timing errors alone, 382 (81.1%) were from movement errors alone and 81 (17.2%) were from combined errors. (See Figure 3 below)
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Figure 3: Proportions of double-click errors due to timing, movement, and both over all three sessions
The total number of errors for each age group over all three sessions is shown in Table 2 below:
Table 2: Total number of double-click errors for each age group over the three sessions
	
	Session 1
	Session 2
	Session 3

	Older
	552
	404
	244

	Younger
	154
	167
	150


4.2.2. Timing errors
There was no significant effect of age group on the number of timing errors made over the three sessions (F1,19 = 3.301, p = 0.085), nor any effect of session (F2,38 = 0.796, p = 0.458) on the number of timing errors, and no interaction between age and session on the number of timing errors alone (F2,38 = 1.249, p = 0.298). The mean number of timing errors per trial was 0.01 for both groups.
There was no effect of age on the double-click interval for unsuccessful double-clicks (F1,18 = 2.597, p = 0.154) , no effect of session (F2,36 = 1.041, p = 0.364) and there was no interaction between age and session (F2,36 = 1.897, p = 0.165). For the older adult group, the mean interval for an unsuccessful double-click was 724.67ms (se = 11.27), with a longest interval of 875ms and shortest interval of 610ms. For the younger group, the mean double-click interval for an unsuccessful selection was 751.74ms (se = 12.456), with a longest interval of 847ms and shortest interval of 669 ms.
4.2.3. Movement errors

There was a significant main effect of age on the number of double-click errors due to movement alone (F1,19 = 4.632, p = 0.044), and a significant main effect of session on the number of movement errors (F2,38 = 3.553, p = 0.038). For the group of older adults, the mean number of movement errors made per trial was 0.11, and for the younger group the mean number of movement errors made over the 3 sessions was 0.06 per trial.

There was also a significant age ( session interaction where the total number of movement errors for the older age group decreased over the 3 sessions from 380 in session 1 to 271 in session 2, and then down to 162 in session 3 - a difference of 218 in total. The total number of movement errors for the younger group was 122, 141 and 119 for sessions 1, 2 and 3 respectively, showing no comparable decreasing trend. This is illustrated in Figure 4 below, where the chart shows the average number of movement errors per trial for each of the three sessions.
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Figure 4: Number of movement errors per trial across the three sessions
There was a significant main effect of age on the movement distance between button presses when performing an unsuccessful double-click (F​1, 19 = 17.832, p < .001), but no effect of session on movement distance (F2,38 = 0.009, p = 0.991) and no interaction between age and session for this error type (F2,38 = 1.414, p = 0.256). For the older adult group, the mean distance of a movement error over all three sessions was 11.099 pixels (se = 1.109), with a minimum movement error of 6.00 pixels and a maximum movement error of 30.33 pixels. For the group of younger users, the mean distance made for a movement error was 18.253 pixels (se = 1.281) over all three sessions, with a minimum movement error of 8.00 pixels and a maximum movement error of 27.57 pixels.
4.2.4. Combined errors
There was a significant main effect of age on the number of errors caused by both timing and movements combined (F1,19 = 7.528, p = 0.013), and also a  significant age ( session interaction on the number of errors made by timing and movement errors combined (F2,38 = 5.044, p = 0.011). For the older group of adults, there was a significant effect of session on the number of combined errors (F2,22 = 5.366, p = 0.013), but no similar effect for the younger group (F2,16 = 1.017, p = 0.384). The mean number of errors per trial for the group of older adults decreased from 0.045 in session 1 to 0.02 in session 3. This is illustrated in Figure 5 below:
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Figure 5: Mean number of errors per trial for combined timing and movement errors. 
There was no effect of age on the timing values for combined errors (F1,17 = 0.493, p = 0.492), nor any effect of session (F2,34 = 0.816, p = 0.451) or age ( session interaction (F2,34 = 1.716, 0.195). There was no effect of age on the movement values for combined errors (F1,14 = 0.122, p = 0.492), nor any effect of session (F2,28 = 2.584, p = 0.093) or age ( session interaction (F2,28 = 0.620, 0.545).
4.3. Completion times for sequences

The time to complete a sequence is the interval (in seconds) between clicking the green start button at the beginning of a sequence, and successfully selecting the final target. There was a significant main effect of age on completion times (F1,19 = 11.94, p < 0.05 ), and a significant effect of session (F2,38 = 3.717, p = 0.034). The mean completion time for a sequence by the group of older adults was 68.35 seconds (se = 6.024) over the 3 sessions. In contrast, the younger group completed sequences with a mean completion time of 36.56 seconds (se = 6.956) over the 3 sessions. There was no age ( session interaction, and both groups showed consistency in completion times in all three sessions.

5. Discussion
5.1. Total number of double-click errors

Results from this study show that the older group made 1200 errors over the three sessions, which was 729 more than the younger group, supporting hypothesis H1. There was a significant difference in the mean number of errors per trial made over the three sessions for the older adult group, which decreased proportionally for timing errors, movement errors and combined errors. The mean number of errors per trial for the younger group showed no similar decrease. Over the three sessions, the older adult group made 308 fewer errors in session 3 than in session 1, and this suggests that, since there was no significant increase in completion times during each of the subsequent sessions, then the older adult group may have been adjusting their strategy to improve their overall performance, whereas the younger group had already attained their optimum performance strategy. The total number of errors made for both age groups for each session is given in table 2 above.
Although the older adult group made more than twice as many movement errors overall (1200) than the younger group (471), the younger group had a higher proportion of movement errors (81%) than the older group (68%), possibly because they aimed for speed over accuracy, and this is discussed further below. The older group improved significantly over the three sessions, with the number of movement errors per trial decreasing by more than half. As movement errors counted for the majority of errors, it therefore seems likely that the change in strategy discussed above focuses primarily on accuracy in pointing rather than completing the selection tasks as quickly as possible.

5.2. Double-click timing
Overall the younger user group had a significantly shorter mean double-click interval (meanyounger = 152.4ms) for successful selections than the older adult users (meanolder = 233.5ms), with an interval that was 81ms shorter than for the older group. Although the data supports hypothesis H2, this is only true for successful selection tasks. For unsuccessful selections, there is no significant difference in the double-click intervals.
However, the data does not support hypothesis H3, since both age groups showed a high degree of consistency in successful double-click intervals, with the mean value for each age group varying by less than 8ms across the three sessions (see Table 1). This is a useful result, since it suggests that errors due to timing could be reduced by a one-time modification of the double-click setting in the operating system. A suitable double-click interval could be based upon the mean double-click intervals for unsuccessful selections, and so modifying the double-click interval to approximately 750ms may allow a greater scope for success, and may benefit both age groups if it could be shown that this value did not significantly affect other point and click actions.

In both age groups, timing errors accounted for the least number of errors when performing double-click interactions (see Figure 3). However, it can be seen from the data that the proportion of errors due to timing alone were at least 6 times higher for older adults, and so this age group may benefit from some means of improving timing errors, such as that suggested above.
5.3. Movement errors when double-clicking
For both age groups, movement errors were predominant, and accounted for 68% of the overall errors for the older adult group, and 81% of the overall errors for the younger group. Methods addressing these errors will therefore have a greater impact than those addressing timing errors alone. A straightforward solution would be to modify the behaviour of double-clicks within the applications themselves, so that when two button clicks are within 550ms of each other over a target, any movements between the presses are ignored. Alternatively, adjusting the tolerance so that a movement larger than 5 pixels is allowed between clicks in the windowing environment would also aid in reducing movement errors
. Using the movement data from this study, a suitable value could be derived from the mean movement data from the two groups. For example, a tolerance value of 15 pixels (midway between the two mean movement error values) rather than 5 pixels, may benefit both groups of users. 
Another solution could be to modify the cursor gain when the mouse cursor is over targets which respond to double-clicks (e.g. 11, 24) so that any physical movement of the mouse would have a much reduced effect on the actual cursor movement. Trewin et al. [21] developed a technique (SteadyClicks) using this idea for helping to keep the mouse pointer stationary whilst performing single clicks over a target by temporarily ‘freezing’ it whilst over the target area. A freeze threshold of 100 pixels was used so that any subsequent movement of the mouse in this region following the button press would not affect the position of the pointer when the button was released, and therefore the button up event that occurred would be at the same location as the original button down event. Since the mean error margin encountered in this study lies well within 100 pixels, this could be a viable possibility for aiding with double-click selection tasks if the subsequent button down event (whilst attempting a double-click) is registered at the same location as the previous button up event when using this technique. This is to be investigated in future studies.
Although the older group made more errors due to movements between button presses than the younger group, the older adults moved a mean distance of just over 11 pixels across all three sessions, whereas younger users moved a mean distance of 18.3 pixels. One explanation for this result is that older adults, whilst generally having more difficulty in keeping the mouse stable, tended to take more time when positioning the mouse than the younger users, and were less concerned with the speed to the next target in sequence than with mouse cursor accuracy. 
Younger users tended to opt for speed, and were often observed starting the movement to the next target before having completed the current selection. Informal conversations following the trials confirmed that the younger users had already made decisions about the next target to be selected either before or during completion of the current selection task, and this would sometimes lead to a missed selection. Whether this contributes to the movement errors has yet to be determined, and further investigation is still required. An example of one of these movements is shown in Figure 6 where, following an unsuccessful selection, the user continued towards the next target in sequence before realising that the selection was not successful, and then returned to the target and made a second (successful) attempt. The path taken by the mouse cursor is shown as a continuous line that starts in the target at the bottom left of the illustration and moves to the top right where the missed selection occurred. Many of these instances were observed, and there were more of these for the younger group than for the older group.
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Figure 6: Cursor path showing how the user moved towards the next target in sequence

Other solutions, not directly related to countering the problem of mouse movements between clicks, have also been suggested, many of which concern the modification of hardware. For example, the middle mouse button on a three button mouse could be used to generate a double-click event, or a single press of the right mouse button (on a two button mouse) could be used to generate a double-click event [4], although the latter could be at a cost of losing the pop-up context menu that normally accompanies a right-click in many applications and operating environments. If context was taken into account selectively, then this could possibly be a viable option. Alternatively, Zeleznik [25] modified a standard mouse so that each mouse button had a double action, similar to the shutter release button used by many cameras. The first click of the left mouse button would perform the single click as normal, but a further click (by pressing the button a little further down) would generate a double-click event. Their informal evaluation of the device suggests that this device could help to improve success rates of double-click actions.
5.4. Errors due to both movement and timing

The older adult group made more errors due to a combination of movement and timing errors, but the number of these combined errors decreased significantly over the three sessions. Since there was no significant increase in completion times over the three sessions, this shows an improvement in their ability to keep the mouse steady whilst performing the two clicks required for a double-click selection. There was no significant difference in the number of combined errors for the younger group over the three sessions.
To simultaneously address both movement and timing errors, it may be worth investigating alternatives that replace altogether the need to click a button twice in rapid succession. For example, modification of the mouse response according to the context of the interaction or by using novel devices such as a mouse with a separate “double-click button” [27]. Accot and Zhai [1] suggest that the goal crossing interface could offer an alternative and possibly improved method of selection, as opposed to clicking and double-clicking, particularly for elderly users. With goal crossing there is no requirement to perform clicks, nor to position the mouse pointer accurately, so this would seem to offer yet another possibility for improving computer interaction with the mouse for older adults and physically disabled users. 
5.5. Completion times
The group of older adults took on average twice as long to complete a sequence than the younger group, with a mean completion time of 68.35 seconds. This can be partially explained by the higher number of errors made by the older adult group, and the consequential need to re-attempt more trials than the younger group. In addition, the older adult users generally aimed for accuracy over speed (as indicated above) and this may account for the smaller movements between button clicks found with the older group.

6. Conclusion

This study demonstrates that there is a significant difference between mouse interactions for younger and older users, and suggests a number of techniques that may be used to improve point and click interactions for both groups. In particular, most double-click errors with older adult users occurred due to a large number of small mouse slips, whereas the younger group made far fewer, but larger errors due to the mouse slipping. The older adult group also made many more errors overall than the younger group, but improved over the three sessions.

Methods that could potentially improve double-click interactions still require further investigation, but may be as straightforward as a modification of the double-click interval to a larger value to improve double-click timing, or the use of, now readily available, alternative input devices which have a built-in button dedicated to performing double-click actions. These are just two areas that would benefit from further investigation.
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